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Foreword

The NEM Initiative – the European Technology Platform on networked electronic media – with 
the support of the European Commission’s DG Information Society and Media, is organizing 
fourth edition of Networked and Electronic Media Summit (NEM Summit) NEM Summit 2011. 
The NEM Summit aims to be a major annual conference and exhibition devoted to the field of 
networked and electronic media and ICT in general.

We are pleased to welcome all Summit participants to the NEM Summit 2011 on September 27-
29, 2011 in Turin, Italy. This NEM Summit builds upon the success of the previous NEM Summit 
held in 2008, 2009, and 2010.

The NEM Summit 2011 is dedicated to the broad scope of R&D activities «Implementing Future 
Media Internet». It will provide a unique opportunity to network and share information and 
viewpoints on the status of theoretical and practical work in this area and perspectives for the 
future. The objective of the Summit is to stimulate research and contribute to the solution of 
new problems encountered by scientists and engineers working in the fields of:
•	 Electronic media content
•	 Distributed media applications
•	 New Media delivery networks and network services
•	 User devices and terminals
•	 NEM enabling technologies.

The NEM Summit Programme Committee has received a large number of interesting and high 
quality papers. After review of the papers by experts from the NEM area, 25 papers have been 
selected for the Summit programme and are published in the proceedings. In addition, seven 
keynote speeches and three invited talks are included in the programme of the NEM Summit 
2011.

A particular emphasis among the papers selected for this years NEM Summit is on various as-
pects of digital and networked media, focusing on the following main topics:
•	 Immersive, Pervasive, and Cloud Media
•	 Social Media
•	 User Media

As editors of the NEM Summit 2011 “Implementing Future Media Internet” proceedings, we 
would like to express our thanks to all persons involved in organisation of the Summit, particu-
larly to the authors – without whom there would be no summit – and members of the Summit 
Programme Committee and Organising Committee, as well as local supporters of this great 
event.

We wish you a fruitful event!

Editors: Jean-Dominique Meunier, Halid Hrasnica, and Florent Genoux
On behalf of the NEM Initiative – http://www.nem-initiative.org 
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Abstract: Peer-to-Peer streaming systems (or P2P-TV) provide 
low cost infrastructures for the support of live video distribution 
over the Internet. They are attracting an increasing attention 
from the research community, the developers and practitioners. 
In this paper we consider P2P streaming systems based on mesh 
overlays and focus on the matter of automatically adjusting peer 
transmission rate to match the demand of the system and not 
overloading the uplink capacity of peers. We propose Hose Rate 
Control (HRC), a novel scheme to control the speed at which 
peers offer chunks to other peers in order to control peer uplink 
capacity utilization. This is a critical issue to deal with in 
heterogeneous scenarios like the one faced in the Internet, where 
peer upload capacity is unknown and varies widely. Presenting 
extensive simulation and actual experimental results, we show 
that HRC nicely adapts to the actual peer available upload 
bandwidth and system demand, so that users’ Quality of 
Experience is greatly enhanced. 
 
Keywords: P2P-TV, streaming,  P2P, flow control. 

1 INTRODUCTION 
In mesh based Peer-to-Peer streaming (P2P-TV) systems, the 
real-time encoded video is sliced in small pieces called 
chunks, which are distributed over an overlay topology 
exploiting a fully distributed epidemic approach. Chunks have 
to be received by peers within a deadline of few seconds in 
order to guarantee real-time constraints.  
In these systems, download rate is dictated by video rate, 
which is limited by definition; the source peer emits chunks in 
real time at “constant” rate and all peers must trade them 
minimizing delays and chunk losses to guarantee real-time 
like constraints and the best Quality of Experience (QoE) to 
users. 
Common assumptions about this kind of systems are that i) 
the upload capacity of peers constitutes the main bottleneck to 
system performance, and ii) each peer is supposed to 
instantaneously have a perfect view of the internal state of 
other peers [2], [8]. While the former assumption is often met 
in practice, latency among peers makes the latter unrealistic 
[12]. In mesh-based P2P-TV systems,  peers are usually 
organized into a generic overlay topology, and neighboring 
peers exchange chunks periodically. To avoid chunk 
duplications at the receiver, a preliminary trading phase is 
required between neighbor pairs to agree on the chunks to be 
sent.  
To avoid both the burden of handling TCP and the 
unnecessary delay due to retransmissions and congestion 
control, UDP is typically preferred by actual P2P-TV 
application [4]. However, this poses the problem of how to 
handle the congestion control and, in particular, how to limit 
the amount of information a peer transmits, being download 
rate limited by video-rate. Controlling therefore the uplink 

bandwidth utilization is a key problem, which has been so far 
marginally considered by the research community. To the best 
of our knowledge, the only work to explicitly deal with this 
issue is [3], in which we presented a scheme that assumes 
essentially homogeneous latencies and, therefore, may be 
difficult to implement in practice. In this paper, we propose a 
conceptually different algorithm which additionally results 
much simpler to implement. 
Few papers specifically focus on the impact of peers 
bandwidth heterogeneity and how it can be exploited to 
improve system performance [6], [10]. This aspect is crucial 
since peers homogeneity is hardly met in practice. Therefore, 
the design of trading mechanisms requires that a number of 
parameters is finely tuned to achieve optimal results, and the 
optimal setup, in its turn, depends on the specific scenario, 
which is typically unpredictable due to the variability of 
network conditions and to peer heterogeneity. 
Considering the trading scheme, the most critical parameter is 
the number of “offers” (messages advertising the list of 
chunks possessed) a peer should send in parallel, i.e., the 
number of active signalling threads. If this number is too 
small, the delivery rate of chunks is small, thus upload 
bandwidth is under-utilized. Conversely, if this number is too 
large, the committed workload would overflow transmission 
resources, impairing perceived quality of the video stream at 
the receiver. 
In this paper, we propose a scheme, called Hose Rate Control, 
HRC, to automatically adapt the number of signaling threads 
to the scenario. By doing so, the scheme implements a peer 
aggregate transmission rate control that aims at jointly 
exploiting the peer upload capacity and improving QoE of 
users reducing chunk delivery delays; in other words, the 
scheme controls the bandwidth allocation on the peer uplink 
channel. 
HRC has been implemented in “WineStreamer”, the new P2P-
TV application under development within the EU-FP7 NAPA-
WINE STREP project [1]. In this paper, we provide 
experimental results obtained by running experiments on 
swarms of up to 1000 peers in a controlled environment. 
Extensive experimental results obtained considering both 
simulations and the actual implementation show that, with 
respect to non adaptive mechanisms, HRC optimizes resource 
utilization, consistently improving system performance and 
QoE that we evaluate on real video sequences by computing 
the SSIM (Structural Similarity Index) [11]. 

2 SYSTEM DESCRIPTION 
We consider a system in which a source segments the video 
stream into chunks and injects them in the overlay network. 
Let N be the number of peers composing the overlay. The 



 

system must deliver every generated chunk within a deadline 
called playout delay, Dmax. If the chunk age is greater than 
Dmax, the chunk is useless and is not traded anymore. 
Chunks are transmitted by peers to their neighbors in a 
swarm-like fashion; the overlay topology is defined by the set 
of peers and virtual links connecting them. Since the actual 
design of the overlay topology is out of the scope of this 
paper, we consider the simplest case in which the overlay 
network is built on a random basis, a common assumption in 
the literature [6], [8]. 

 
Figure 1: Schematic representation of the peer chunk trading 
mechanism.  

Since video chunks are transmitted over the network, the 
intuition suggests to keep them small, e.g., few IP packets, to 
minimize the packetization delay at the source, the store-and-
forward delay at the peers and the chunk corruption 
probability due to packet loss. In what follows, we therefore 
consider 1 video frame per chunk, e.g., average chunk size is 
5.3 Kbyte with a 1Mbit/s encoding rate. 

2.1 Chunk Trading Mechanism 
The signalling mechanism used to exchange chunks is a 
trading scheme similar to the one used in other mesh-based 
P2P-TV systems [12], [13]. A chunk is sent from a peer to one 
of its neighbors after a trading phase. Peer a maintains a 
number of trading threads, Na. Each trading thread evolves as 
follows: 
1) peer a chooses one of its neighbors b and sends it a special 
signalling message, called offer message; it contains the set of 
chunks a possesses younger than Dmax. 
2) Upon receiving the offer message, b replies with a select 
message to request a desired chunk. Once a chunk has been 
“selected”, the receiver sets it as pending until it is correctly 
received; a pending chunk cannot be requested and cannot be 
published. 
3) When the select message is received by a  
   a) if a chunk was requested in the select message (positive 
select),  a schedules its transmission, inserts it in its chunk 
transmission queue that is served in a FIFO order. 
  b) Once b has completely received the chunk previously 
selected, it sends an ACK message. 
  c) When a receives the ACK message, it can send a new 
offer message and a new cycle starts. 
  d) If no chunk was requested in the select message (negative 
select), a can send a new offer message and a new cycle starts. 

Peer a is committed to send all the chunks requested in all the 
received positive select messages. Fig. 1 represents the 
signalling messages and chunks exchanged by peer a with its 
neighbors over time. In particular signalling messages/chunks 
associated to one active thread are highlighted. Note that all 
Na trading threads continue these cycles independent of each 
other. 
Several design choices impact the performance of the trading 
mechanism: 1) the criterion to select destination peers for the 
offer message – known as the “peer selection”; 2) the strategy 
according to which peers receiving an offer message select 
chunks to download – known as the “chunk selection”; 3) the 
number Na of threads peer a handles. 
For the peer selection and the chunk selection policies we 
make the simplest possible choices: peer a chooses the peer to 
contact uniformly at random within the set of its neighbors, 
and neighbors choose the chunks to select at random among 
the ones they need. This policy is also known in the literature 
as “Random Peer - Random Useful Chunk selection” [5]. 
The key parameter to set in this mechanism is Na, which is the 
equivalent of the window size in a window protocol. 

2.2 The core of Hose Rate Control 
HRC, the adaptive signal mechanism that we propose, stems 
from the basic idea is to control the rate at which chunks are 
sent by peer a by controlling the number of parallel active 
threads Na, so that the queuing delay at the transmission queue 
is at a given (small) target. The rationale is that Na controls the 
amount of work that the peer a has to do: if it is too large, 
delay increases, deteriorating performance; if it is too small, 
the peer available upload bandwidth is not well exploited. The 
rule to decide Na is based on an estimation of the queuing 
delay incurred by chunks in the transmission queue: if the 
queuing delay is large, Na is decreased, and vice-versa. 

More in detail, the algorithm according to which Na is made 
adaptive is the following. Let Wa be the internal control 
variable, which takes real values: �� � ���� . For every 
neighbor peer b, peer a maintains an estimate of the minimum 
Round Trip Time. This estimate can be computed/updated by 
a every time it receives a select message as the difference 
between the time the select message is received and the one 

the offer is sent, �		�
 � ��
,������

���
� ��
,�����

���
 where 

��
,������ 

��� identifies the time at which the select message is 
received by a. 
When a receives an acknowledge from b, it estimates the 
delay D incurred by the chunk in the transmission queue,  as 

�� � ��
,���

���
� ��
,������

���
� �		�
  i.e., subtracting a RTT from 

the difference between the time at which the acknowledge was 
received and the time at which the chunk was enqueued. �� is 
then compared with a prefixed target value, D0, and Wa is 
updated according to the following rule: 

����� � ���� � 1� �  ���� � � � (1) 
Na  is then increased/decreased by ∆�� � ������� �

 ����� � 1��. 
Note that targeting queuing delay, HRC results less  
aggressive than TCP congestion control which react to 



 

congestion only after a packet has been dropped by the queue. 
This is an intended behavior of HRC since we want to achieve 
network friendliness, one of the major goal of the NAPA-
WINE project [1], i.e., we target less than best-effort 
bandwidth utilization. 

3 EVALUATION BY SIMULATION 

3.1 Simulation scenario and assumptions 
All simulation results shown in this paper have been obtained 
with P2PTV-sim , an open source event driven simulator 
available from [1]. In our scenario, peers are partitioned in 
four classes based on their upload capacity: 15% of peers are 
in Class 1 with upload bandwidth equal to 5Mb/s ± 20%, 35% 
in Class 2 with 1.6Mb/s ± 20%, 35% in Class 3 with 0.64Mb/s 
± 20%, 15% in Class 4 with negligible upload bandwidth. The 
video source belongs to Class 1. The average bandwidth per 
peer is E[Ba] = 1.25Mb/s. 
In each simulation Dmax is set to 6s if not otherwise stated. We 
consider N = 2000 peers. According to the assumption that the 
bottleneck is at the peer upload link, the model of the network 
end-to-end path is almost transparent: it is simply modeled by 
a delay lab that is added to the transmission time of all the 
packets flowing from a to b. End-to-end latencies are taken 
from the experimental dataset of the Meridian project 
(http://www.cs.cornell.edu/People/egs/meridian); the overall 
mean latency is E[lab] = 39ms. 
The well-known Pink of the Aerosmith video sequence, 
encoded using the H.264/AVC Codec, is considered as 
benchmark. A hierarchical type-B frames prediction scheme 
has been used, obtaining 4 different kinds of frames that, in 
order of importance, are: IDR, P, B and b. The GOP structure 
has been set to IDR x 8 {P,B,b,b}. The video consists of 3000 
frames, which correspond to about 120s of visualization. The 
nominal video rate of the encoder rs is a free parameter that 
we vary to enforce different values of the system load defined 
as, 

" � #�/%&'�(   (2) 
The source node then generates a new chunk at regular time, 
i.e., every new frame. This mapping scheme minimizes the 
chunk size, thus allowing a stricter real-time streaming. 
Furthermore, the rounding at frame boundaries minimizes the 
impact of losses, avoiding that a loss of a chunk affects 
several frames due to partial delivery of information, e.g, 
missing headers. 40B long signalling messages are 
considered. 
The overlay topology is randomly generated at the beginning 
of a simulation by letting each peer randomly select 30 other 
peers as its neighbors. Since connections are bidirectional, the 
average number of neighbors for a peer is equal to 60. As we 
simulate a couple of minutes of the system behavior, we 
neglect the effect of churning so that the topology is static for 
the whole simulation run. All plots presented below (except 
for the time evolution) are obtained averaging the results of 
four random topologies; when different systems are compared, 
they use the same four topologies. 

Real video streams carry highly structured information, part of 
which is more important than other, with high variability in 
the generated bit-rate. Chunk loss probability and delivery 
delay are the performance indexes typically adopted by the 
networking community, but they provide only a partial view 
of the actual performance of a P2P-TV system, the user 
perceived quality. In the multimedia and signal processing 
communities, instead, the evaluation of the perceived quality 
is considered mandatory, see [7], [9] for notable examples. To 
this extent, performance is expressed in terms of average 
Structural Similarity Index (SSIM) [11] which has been 
designed to improve on traditional methods like Peak Signal-
to-Noise Ratio (PSNR) and Mean Squared Error (MSE), 
which have proved to be inconsistent with human eye 
perception. The SSIM is a measure of the similarity of the 
received image compared against the original source. It is a 
highly non linear metric in decimal values between -1 and 1. 
Values above 0.95 are typically considered of good quality. In 
our simulation scenario, SSIM has been computed considering 
video frames received by 100 peers (25 for each class), and 
then averaging among all of them. The initial and final 10s of 
video have been discarded to focus on steady state. 

 
Figure 2: Queuing delay (top), value of Na (center), and 
throughput (bottom) vs time with variations due to interfering 
traffic on upload link. ρ = 0.95. 

3.2 Transient analysis 
In the following, we show results about the HRC algorithm 
obtained through simulations; D0 is set to to 100ms. The 
source has rate rs = 1.2Mb/s, corresponding to ρ = 0.95. 

3.2.1 Simple scenario 
Let us focus on a peer a with available upload bandwidth of 
4Mb/s that varies due to interfering traffic. Fig. 2 reports the 
evolution over time of queue delay ����� (top), the number of 
active threads Na (center) and the throughput (bottom) for peer 
a. During the first 20s, no interfering traffic is present; after an 
initial transient the value of Na stabilizes around 25, so that the 
peer can exploit at best its upload bandwidth. At time t = 20s, 



 

a Constant Bit Rate flow starts injecting 3Mb/s of interfering 
traffic in the uplink. ����� abruptly grows; thus, Na  is reduced 
and stabilized around 5 and the upload throughput decreases 
to 1Mb/s. At t = 80s the whole upload bandwidth turns to be 
available again, inducing an increase of Na which gets back to 
25. Then, from t = 100s to t = 120s, a TCP-like flow is 
present, consuming the whole peer’s upload bandwidth. In this 
period, the number of active threads drops to its minimal 
possible value, Na = 1, because the congestion due to the TCP-
like flow pushes �����  over the control target D0. As a 
consequence, even the application throughput is reduced to 
negligible values. In conclusion, the control algorithm 
succeeds in promptly reacting to bandwidth variations, and in 
achieving less than best-effort bandwidth utilization.  

 
Figure 3: Queuing delay (top), Na (center), and throughput 
(bottom) vs time with variations due to flash crowd event.  

3.2.2 Flash crowd scenario 
We now consider the scenario in which the system operating 
point is abruptly modified at t = 30s: a sudden ingress of 400 
new peers with negligible upload-bandwidth and a 
contemporary reduction by 50% of the available upload 
bandwidth of all peers belonging to Class 3 happens. Given 
video rate rs = 1Mb/s, this causes the system load ρ to shift 
from 0.8 to 1.1. Even if this scenario is rather artificial, it has 
been selected because it maximizes the stress on the control 
scheme. Fig. 3 reports the evolution of Na (center) and 
throughput (bottom) for three sample peers, a, b and c, with 
upload bandwidth of 4, 2 and 1Mb/s, respectively. The 
evolution of peer a queue delay ����� is also reported (top). 
When ρ = 0.8, Na, Nb  and Nc  adapt to different values, 
reflecting each peer’s ability to contribute to chunk diffusion. 
Since ρ < 1, not all system capacity is required, and Na rapidly 
grows to its maximum value Na = 53, i.e., the number of a 
neighbors. At t = 30s, the HRC system reacts to the sudden 
system condition variations. In particular, for the high 
bandwidth peer a, Na initially increases, since the number of 
its neighbors increases and its capacity was not fully exploited 

(its queuing delay still being smaller than D0). Then, the 
increased system load boosts the percentage of offers that are 
positively selected, causing additional queuing delay, so that 
Na decreases. After a quick transient, upload rate matches each 
peer upload capacity, and queuing delay reaches the target D0. 

 
Figure 4: SSIM of HRC and non-adaptive schemes vs system load.  

3.2.3 Steady-state analysis 
In this section, we focus on the steady-state performance of 
HRC and we compare it with non-adaptive schemes that use a 
fixed value of Na.  
Fig. 4 compares the HRC system for D0 = 150ms and 200ms 
and the non-adaptive schemes in which Na  is fixed. The video 
rate is increased (reported on bottom x-axis) to observe the 
performance of the system of increasing ρ (reported on top x-
axis). When ρ < 1, the SSIM increases for increasing rs thanks 
to the higher quality of the encoded video. As soon as the 
system is overloaded, the SSIM rapidly drops due to missing 
chunks which impair the quality of the received video. In all 
scenarios, HRC outperforms the non-adaptive scheme, for any 
values of Na. Schemes with too small values of Na do not fully 
exploit the system bandwidth, e.g., Na = 10; schemes with too 
large values of Na tend to overload the peer transmission 
queue leading to an unnecessary increase of the chunk 
delivery delay, e.g., Na = 30. The performance of the scheme 
with Na = 20 are comparable with that of HRC. However, 
setting the value of Na is very critical, since the optimal value 
depends on many other system parameters, such as the peers 
upload bandwidth distribution, that, besides being difficult to 
know, is variable in time due to interfering traffic, as seen in 
Figs. 2 and 3. 
We have performed a more extensive set of simulations to 
assess the benefits of HRC. Due to lack of space we do not 
report them here, but we prefer to present some experimental 
results we collected from real implementation of HRC. 

4 EVALUATION BY EXPERIMENT 
The HRC controller has been implemented into WineStreamer 

(source code is available at http://peerstreamer.org) P2P-TV 
application. In the following we briefly discuss the key 
aspects of the implementation and provide some experimental 
evidence of the benefits of HRC. 

4.1 Implementation issues 
The most critical part when undergoing the actual engineering 
of the HRC scheme is the estimation process of queuing delay 
which is at the core of HRC scheme. Three different cases can 



 

be considered: i) the presence of priority policies that 
differentiate signalling and data information at the ingress to 
the network, ii) no priority policy but synchronization among 
peers achieved at the application layer, iii) no priority and no 
synchronization.  

 

Figure 5: Schematic representation of the peer chunk trading 
mechanism with prioritized signalling –PS– (left) and enqueued 
signalling –ES–  (right).  

Let us first consider the scenario in which the access device of 
the bottlenecked node supports separate queues: a high 
priority queue serves signalling packets, and a low priority 
queue serves data packets. This feature is offered by most of 
nowadays ADSL/cable access devices that support multimedia 
services. Referring to left part of Fig. 5, consider a peer a that 
is sending an offer to a neighbor b; in a, the estimation of the 

queuing delay ��  is then straightforward �� � ��
,���

���
�

��
,������

���
� �		�
. 

The estimation of the round-trip time between a and b, RTTab 

(which does not include the queuing delay), can be easily 
carried out by exploiting the higher priority service offered to 

signalling packets: �		�
 � ��
,������

���
� ��
,�����

��� . 
Consider now the second scenario, in which a single class of 
service is offered by the network devices and peers are 
synchronized. Here, signalling messages are delayed by the 
transmission queue too, as sketched in left part of Fig. 5. 
Synchronization allows to measure the One-Way-Delay 

between a and b, OWDab, as the minimum of all ��
,������

���
�

��
,������

�
�  estimates. The estimation is then given by �� �

��
,���

���
� ��
,������

���
� )���
 . 

Coarse synchronization, as the one provided by the NTP 
protocol, would suffice, and errors in the order of 1ms would 
marginally affect the HRC control, given the target queuing 
delay D0 is of the order of 100ms. 
Finally, in the third scenario peers are not synchronized and 
no priority policy is provided. ��  cannot be estimated 
anymore, since any RTT measurement includes both the 
queuing delay at peer a, denote it by ���� , and the queuing 
delay at b, ��
�; i.e., it is only possible to estimate the sum of 
the queuing delays, 

����+
� � ���� , ��
� � ��
,���

���
� ��
,������

���
� �		�
. (3) 

�		�
  can still be estimated as the minimum over all RTT 
samples, while it is impossible to decouple ���+
� from ���� 

and ��
�. Thus, the HRC algorithm at peer a controls the sum 
of the queuing delays, and it is coupled with the HRC control 

of all its neighbors. We consider this latter scenario in our 
implementation so that queuing delay is estimated as in (3). 

 
Figure 6: Queue delay (top), Na (bottom) vs time with variations 
due to interfering traffic on upload link in experimental setup.  

4.2 Experimental results 

4.2.1 Simple scenario 
We first consider a simple scenario in which the source s is 
connected to a HRC-enabled peer a only. 36 other peers are 
then attached to a, so that its upload capacity is used to feed 
all neighbors. We then impose transient conditions to the 
upload link of a. The Linux tc tool is used to limit the 
upload capacity and delay, while the iperf tool is used to 
inject artificial traffic. Video rate is 0.6Mbps, 20ms RTT is 
imposed on all links and D0 = 75ms. 

 
Figure 7: SSIM vs video rate for HRC and non-adaptive schemes.  
Experimental results in swarm of 74 peers.  

Fig. 6 reports the evolution of queuing delay (top) and of Na 

(bottom) for peer a. During the first 60s, peer a uplink 
bandwidth is large enough to transmit all committed chunks. 
Since a queueing delay cannot reach the target, Na stabilizes at 
the maximum possible value (Na = 36) which represents the 
size of peer’s neighborhood. At time t = 60s, a uplink 
capacity is limited to 5Mb/s, inducing HRC to nicely reduce 
the number of parallel active signalling threads while 
queueing delay varies around the target value. From t = 120s 
to t = 180s, Na stabilizes at the neighborhood size, being 
uplink bottleneck removed. At time t = 180s a competing TCP 
flow starts consuming the link capacity, increasing the 
queueing delay so that Na reduces to 1, the minimum possible 
value. At the end of the TCP flow, HRC controls Na value 
increasing it to 36 again. Finally, from t = 300s to t = 360s, 
peer b, one of a’s neighbors, suffer congestion in its uplink: a 



 

TCP flow starts sending data from b to a, so that ��
�grows, 
possibly impairing ����+
�. 
The plot shows that the estimated queuing delay at peer a is 
slightly affected by the presence of congestion on its neighbor, 
indeed some larger oscillations are visible. However Na is 
basically unaffected. The intuition indeed suggests that if the 
number of “biased” estimates at peer a is limited, the system 
is still able to control the peer uplink queue by “filtering” out 
the few overestimated samples. 

4.2.2 Small swarm 
In this second experiment, we consider 74 PCs each running a 
peer. Upload capacity of peers has been limited using tc: 
10% of peers have 5Mb/s, 50% have 1Mb/s, 40% have 
0.5Mb/s only, corresponding to an average per peer data link 
capacity of 1.2Mb/s. Delay among peers randomly varies 
between 10ms and 50ms. The “Big Buck Bunny” video (480p 
resolution, 24fps, H.264/AVC Codec) has been encoded at 
different rates and ”streamed” to all peers. After discarding 
the initial 3000 frames (125s), each peer save 1500 (75s) of 
the received frames on disk. SSIM is then computed against 
the original YUV video for all peers, and the average SSIM is 
then computed. Simple random overlay topology (average 
neighborood size equal to 40), random peer/random chunks 
selection are adopted. Dmax was 3s. 
Fig. 7 compares the HRC performance against that of non 
adaptive schemes in which Na = 10, 20, 40 respectively. D0 = 
250ms in this case. Results are similar to the one of Fig. 4: 
HRC performs similarly when the system is underloaded, 
while it outperforms any fixed schemes. Indeed, the correct 
choice of Na is critical: it must be small to prevent from 
overloading low bandwidth peers, while it must be large to 
avoid under-utilizing high bandwidth peers. HRC achieves 
this goal: for example, for video rate 1Mb/s, Na ∈ [60, 64] for 
high bandwidth peers, Na ∈ [10, 15] for mid bandwidth peers, 
and Na ∈ [5, 8] for the low bandwidth peers. Any fixed values 
would cause a mismatch, impairing the overall system 
performance. Recall that SSIM is smaller than 1 since we are 
considering the encoding loss too. 

4.2.3 Large swarm 
Finally, we presents results considering an experiment 
involving 200 PCs, each running 5 peers simultaneously, i.e., 
a swarm of 1000 peers. Peer upload capacities are artificially 
limited as above. Due to practical constraints, we present 
results considering as performance index the per-peer average 
played frame rate. Fig. 8 reports results considering video rate 
of 1Mb/s, which corresponds to a scenario in which the 
system is already overloaded. Notice that HRC guarantees 
much better performance than any fixed scheme. Interestingly, 
better video quality is guaranteed to higher bandwidth peers, 
as highlighted by the “clustering” in the results. Investigating 
further, we observed that this is due to the “maximum” 
queuing delay that packets of different capacity peers may 
face: low capacity peer packets will stay in the upload queue 
for longer, so that scheduler timers are negatively affected 
causing artificial frame drops due to Dmax = 3s only. 

 
Figure 8: Average played frame rate for HRC and non-adaptive 
schemes. Experimental results in swarm of 1000 peers. rs = 
1Mbps.   

5 CONCLUSIONS 
We focused on the trading phase of mesh-based P2P-TV 
systems and proposed Hose Rate Control, an algorithm to tune 
the number of chunks a peer offers to its neighbors. HRC aims 
at efficiently exploiting the peer upload bandwidth by 
controlling the queuing delay suffered by transmitted chunks 
in the peer upload access link, which is today the typical 
bottleneck for P2P-TV systems. Our results show that HRC 
reduces chunks delivery delay leading to better QoE for users. 
We implemented HRC in the NAPA-WINE client, coping 
with the actual implementation issues and presenting 
experimental results considering swarms up to 1000 peers. 
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Abstract—Feedback aggregation is a repeat request ap-
proach in which positive and negative feedback from multiple
wireless stations is aggregated within a single time slot, during
which negative acknowledgments (NACKs) from non-leader
receivers cancel positive acknowledgments (ACK) sent by the
leader. This solves the problem of increased overhead with
increasing number of receivers, thus low latency and high
throughput for high rate audiovisual mediacast is achieved
at predictable reliability. In this paper, we investigate the
cancellation success rate, which in turn determines the error
correction performance of said protocol, with a small number
of NACKs in a worst-case i.i.d. Rician fading scenario. Our
results apply to OFDM based 802.11 MAC layer multicast
and we show that the cancellation rate can be predicted when
the received signal strength is observed at the receivers using
consumer hardware. As a result, we find that, in absence of
leader selection, the feedback aggregation false positive rate
is reduced by power control at the leader.

Index Terms—mediacast, OFDM, 802.11, wireless multi-
cast, feedback aggregation, Rician fading

I. INTRODUCTION

For most, if not all multicast applications provided via
packet based IP networks, such as (3D) Internet Proto-
col Television (IPTV), video conferencing, Voice over IP
(VoIP), distance education, multi-player gaming, etc., an
upper-bounded end-to-end delay in packet transmission is
desirable, while some may even tolerate a certain residual
Packet Loss Rate (PLR). Yet in wireless multicast networks
like IEEE 802.11, packet loss recovery is left to the
application layer. This may lead to unnecessarily high and
non-deterministic end-to-end delays, since both data and
feedback transmissions are required to traverse all under-
lying network layers. As frames may be independently lost
at multiple receivers, dedicated and synchronized erasure
recovery on the wireless Medium Access Control (MAC)
layer is a viable option for real-time multicast applications.
However, in the currently most recent base IEEE 802.11-
2007 [1] standard, multicast traffic is broadcast by an
access point (AP) in an open-loop manner to stations
associated to this AP and subscribed to the respective IP
multicast group.

Media delivery over the wireless LAN to an audience
larger than a typical household is possible in an efficient
manner by employing multicast capabilities of 802.11. In
a scenario such as a local live television broadcast over
802.11a/g WiFi in public places, many WiFi receivers

may subscribe to one of possibly many IP audiovisual
streams. Assuming the channel as seen by each receiver is
an independent erasure channel and assuming some form
of Automatic Repeat reQuest (ARQ), gathering feedback
from a group of receivers in an efficient manner is an
open problem within this scope. Acknowledgment (ACK)
of reception and retransmission in absence of positive
feedback is a well-known and simple mechanism for era-
sure correction. If applied to multiple receivers, multiple
simultaneous ACK messages may collide or overwhelm the
multicast source (feedback implosion [2]). Probabilistic [3],
[4] or explicit feedback scheduling [5] avoid this problem
by mitigating or suppressing this collision probability. In
contrast, the approach proposed by the authors leverages
collisions on the channel by aggregating feedback from
all receivers within the same time slot of the otherwise
time division multiplexed 802.11 OFDM wireless LAN.
As shown previously [6], [7], this aggregation results in
an increase of efficiency, but also in an error floor, as
collisions in general do not result in perfect erasure [8].
In this paper, we evaluate imperfect erasure in the context
of feedback jamming retransmission protocols. We do so
by measurement and simulation and have chosen a discrete
scenario in which we utilize power control at the leader of
a multicast group.

The rest of this paper is organized as follows. In sec-
tion II we define the scope of this paper and provide
references to related work. Section III gives an overview
of multicast ARQ and section IV introduces the relation
of capture and feedback jamming. We briefly explain
our measurement setup in section V and elaborate the
new simulation results with power control in section VI,
followed by a conclusion.

II. RELATED WORK

Kuri and Kasera [9] have introduced a Leader Based
Protocol (LBP) approach for retransmissions in Medium
Access Control (MAC) layer multicast, in which a leader
is responsible for acknowledging frame transmission on
behalf of the group. Busy-tone based negate ACK (NACK)
has been evaluated by Gupta et al. [10]. Both schemes
are using negative feedback from non-leaders, while latter
proposes a NACK tone to cancel the leader’s ACK. A
recent approach to multicast ACK has been proposed by
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Kim et al.: In OFDMA-based multicast [11], a single
OFDM symbol is used for feedback by multiple wireless
stations at the same time. A task group in IEEE 802.11
identified as task group P802.11aa (TGaa) [5] has been
formed with the objective to standardize MAC layer en-
hancements for more reliable multicast transmission of
real-time audio-visual streams over wireless LANs. One
of the mechanisms discussed in TGaa deals with group
addressed ARQ. Herein, a group is a multicast group
receiving one (e.g. high throughput video) stream. Hence,
a set of wireless stations receiving the same stream are
subject to a joint MAC layer ARQ. The proposed scheme
is a polling mechanism, in which each addressed receiver
is individually requested to provide a bit map of previously
correctly received data frames. Upon this information the
sender consolidates frame retransmission. This can be seen
as the application of frame aggregation to multicast.

The authors have proposed feedback jamming based
protocols, in which non-leaders may transmit a negative
acknowledgment (NACK) at the same time at which an
acknowledgment (ACK) from the leader is expected, i.e.
immediately after a dedicated feedback request frame [7].
The leader provides feedback upon successful reception,
while non-leaders that did not successfully receive the data
attempt to cancel (jam) the leader’s ACK. In absence of
an ACK, the source attempts to compensate. We have
previously evaluated feedback jamming probabilities for
leader-based protocols [6]. Herein, we focus on power
control to increase the feedback jamming success rate.

Note that feedback is also used for link adaptation [12],
[13], [14], [15], referred to as modulation and coding
scheme (MCS) adaptation in 802.11, herein, we assume
fixed MCS.

III. WIRELESS MULTICAST RETRANSMISSION
PROTOCOLS

A. Feedback Polling ARQ

In legacy 802.11 unicast, feedback is implicitly polled by
the data frame destined to a single receiver. Upon reception
of a unicast data frame, an ACK is responded after the
shortest inter-frame space (IFS) specified by 802.11, the
SIFS. SIFS tolerance is specified as ±0.1 · aSlotT ime,
where aSlotT ime denotes an 802.11 configuration specific
timing parameter1. The execution time is thus composed
of the sum of frame duration, ACK duration, SIFS, SIFS
tolerance and location dependent air propagation time.

Figure 1 depicts the general case of explicit feedback
polling in a multicast transmission: Feedback about recep-
tion of the previous frame is polled from each receiver
individually. In order to reduce the feedback overhead,
a source may decide to poll only a subset of stations
receiving respective multicast stream.

B. Feedback Aggregation

1) Feedback Jamming SEQ-LBP: ACK/NACK jamming
based retransmission protocol with one designated leader.

1802.11a: 9µs, 802.11g: 9µs or 20µs
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Figure 1. Individual feedback polling from multiple wireless stations
receiving a multicast stream.
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Figure 2. Aggregated feedback jamming scheme with a feed-
back/jamming request frame and one multicast leader.

As depicted in figure 2, a data frame is transmitted in
multicast to a number of wireless stations, of which some
correctly receive the frame (RX) and some do not, i.e. loose
the frame, due to independent and varying channel condi-
tions. One protocol dependent inter-frame space (SIFS in
case of 802.11) after the successive feedback request frame,
• a leader receiver replies an ACK frame iff it correctly

received the data frame n
• in any other case, the leader does not occupy the

channel
To distinguish new DATA frames from retransmissions, a
sequence number is provided in the REQ frame and we
hence refer to it as a SEQ frame2. In SEQ-LBP,
• each non-leader replies a NACK frame iff it has not

received this frame, yet.
If at least one non-leader experiences data frame loss, a
collision on the channel may occur whenever the leader
does not experience a loss. With a certain probability
the leader’s positive feedback is cancelled, resulting in a
timeout or reception of a NACK. In both cases, the sender
repeats the whole procedure until the retry limit is reached
or an ACK is received, upon which it advances to the next
data, if available.

In this protocol, feedback from all receivers is aggregated
within the same time slot, which may be, in the case of
802.11, as short as one legacy 802.11 ACK frame. Thus, the
time consumed for one round of feedback is independent of
the number of receivers. By contrast, the time required for
polling feedback from each receiver individually grows lin-
early with the number of receivers and may consume more

2Note that the introduction of a separate SEQ frame is just one
possibility of signaling, as could be preamble extension.



time. On the other hand, it may provide a greater reliability,
similar to 802.11 unicast. Consequently, a polling scheme
may not satisfy delay constraints of real-time audiovisual
streams, yet typical multicast applications are subject to
delay constraints, but can tolerate a residual error rate.
Thus, the authors deem an ACK/NACK jamming SEQ-
LBP protocol a feasible alternative for large groups.

2) Feedback Jamming Leader Selection: In a feedback
jamming aggregation scheme, failure of jamming is a false
positive. A leader selection scheme should thus minimize
the false positive rate. While leader selection is out of the
scope of this paper, we note that the update frequency
of leader selection is assumed dependent on the speed
of movement and the fading environment. In this paper,
we assume a worst-case scenario in which leader selection
would not be effective.

C. Frame Aggregation

Frame aggregation is a mechanism to reduce feedback
overhead and is referred to as Block Ack (BA) in 802.11.
In a feedback jamming protocol, any information in the
feedback is assumed to be cancelled, hence it is not
straightforward to extend this mechanism to frame ag-
gregation. A hybrid LBP protocol [7] (HLBP) has been
proposed, in which the block of frames is subject to a
frame level FEC, whereas n frames out of n+k frames are
sufficient to decode the whole block at the receiver. Then,
each of the n+ k frames can replace any other potentially
lost frame at one of the multicast receivers. This way the
SEQ-LBP scheme is extended by frame aggregation, as
acknowledgment is requested for any n frames out of the
previously sent multicast frames from the current block.
In this paper, we focus on the feedback jamming event
due to feedback aggregation. Hence, we do not distinguish
between single frames and aggregated frames. Note that the
number of jammers in multiple retransmission (or parity
transmission) rounds would evolve differently, though. In
the following, we only use the term retransmission when
we mean either retransmission or parity transmission.

IV. FEEDBACK JAMMING PROBABILITY AND CAPTURE

A. Fading environment

The two most common statistical channel models found
in the literature (e.g. in [16]) are the Rician fading channel
model and its special case, the Rayleigh fading channel
model. Former model characterizes a wireless channel
with a dominant line-of-sight (LOS) component, while
with vanishing LOS component, one obtains the Rayleigh
distribution. Let P̄ be the average power and P the instan-
taneous power at the receiver and K the ratio of the LOS
component power over the joint non-LOS components’
power, then

pdfRice(P ) =
1 +K

P̄
exp

(
−K − (K + 1)P

P̄

)
·I0

(
2

√
K (K + 1)P

P̄

)

is the power probability density function (pdf) of both
channel models, whereas I0 is the Bessel function of
the first kind and zeroth order, and the case of Rayleigh
fading is obtained when K = 0. For comparison with our
measurements, we plot the cumulative distributions of the
above densities in figure 4.

B. Interferer power for feedback aggregation

The instantaneous SIR in the case of independent fading
at the leader and the interferers can be described by
the random variable Z = X2/

∑n−1
i=1 Y

2
i , i.e. the ratio

signal power of the receiver to the combined power of
the interferers, whereas the random variable X denotes
the random variable for the field strength of the leader’s
signal and Yi are random variables determining the field
strength from non-leaders i, with a total of n receivers.
Closed-form solutions for the probability density of Z may
be approximated for special cases [17], [18]. Alternatively,
a Monte-Carlo simulation may be used to approximate Z.

C. Frame Capture

Delay capture [19] refers to the property of a receiver
to lock onto a frame that arrived first amongst several
frames transmitted in the same time slot and to correctly
decode this frame. Power capture and the power capture
threshold are physical layer or even implementation spe-
cific properties. Power capture occurs when the desired
frame with power Pd is received correctly despite the
presence of one or more interfering frames (in general:
signals) with power(s) Pj . The condition for capture is
defined as the desired frame’s power exceeding the sum of
all n interferers by a threshold z , i.e.

∑n
j=1 Pj < (Pd/z).

In the special case of i.i.d. Rician distributed channels with
identical Rician K, the compound pdf of the interferer’s
signal powers is the convolution of n non-central Chi-
square densities. In this case, the power capture probability
is found [20] as:

Cn = n

[
1 − e−K(n+1)

∞∑
i=0

(nK)
i

i!
(1)

·
n+1+i∑
k=0

(
1
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)k
k!
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j=0

Kj(k + j)!

(j!)
2

(
z
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)j+1


D. Feedback Jamming

In wireless time-division multiple access (TDMA) sys-
tems the capture effect may influence system performance.
Throughput analysis, if capture is not considered [21],
has been shown to underestimate the real-world through-
put [22], [23], [24], as collisions do not necessarily result
in definite loss of the colliding frames.

For the proposed multicast feedback jamming scheme
though, considering capture in the analysis of jamming
probability reduces system performance. In fact, the prob-
ability of capture of the leader’s acknowledgment amidst a
multitude of non-leaders’ negative acknowledgments is the
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Figure 3. Difference in transmitted frames after serialization at the
receiver. The SIGNAL field also differs from the first bit.

jamming failure probability, while jamming failure leads to
false-positives and thus to an error floor at the non-leader
receivers.

V. MEASUREMENTS

A. Measurement Setup

We analyze the ACK/NACK jamming using measure-
ments obtained from consumer hardware. Jamming is
closely related to the capture effect, which has been ex-
tensively studied, e.g. in some physical layer variants of
802.11 networks [25], [26], [27], [28].In [6], we have
evaluated OFDM based ACK/NACK jamming in a Madwifi
based test-bed as we determined loss probabilities for
frames being transmitted at the same time. Without direct
access to the wireless LAN card physical layer firmware,
we have found this is only possible when all stations are
forced to reply with a HW-ACK after a SIFS for the same
preceding data frame. In our test-bed this was done by
setting the stations’ MAC addresses to the same value
(MAC address deceit). In order to evaluate worst-case HW
feedback jamming probability by transmitting most robust,
maximally short yet non-identical (leader vs. non-leader)
frames, we use another property of 802.11: a station may
reply an ACK at a physical layer modulation and coding
scheme (MCS) lower than or equal to the MCS at which
the immediately preceding data frame has been received.
Consumer wireless LAN cards manufactured by Atheros3

can be set to make use of this feature or instead transmit
the ACK at the lowest PHY rate. In our measurements
this results in the ACKs to be transmitted at 6 Mbps (cf.
802.11a/g) while the NACKs are transmitted at 12 Mbps.
This choice was made to ensure the highest probability
of ACKs to be correctly received when no simultaneous
NACK is present, minimizing the false negative rate.

Lee et al. [29] have shown that using madwifi cards,
independently of small channel access timing offsets, the
capture threshold is around 1dB, while for large timing
offsets (i.e. after a preamble decoding has finished) there is
an approximate 11dB SIR threshold4. This is an implemen-
tation specific result, yet it is a practical result quantifying
the capture effect of this specific consumer 802.11 OFDM
hardware. Note that we could reproduce this result with our
measurements. Herein, these results are used to predict the
jamming probability of an ACK in the presence of multiple
NACKs.

3http://www.atheros.com
4All frames and interfering frames 802.11a at 6 Mbps (BPSK, rate 1/2)

and above 99% frame reception rate

Table I
5 GHZ SETUP AND MEASUREMENT RESULTS

Parameter Value
802.11 wireless channel 40 (5.2 GHz)

AP transmit power setting 17 dBm
Station transmit power setting 8 dBm

Number of stations/non-Leaders 4/3
Frame rate 10 Hz

Frames transmitted 26,000
6 Mbps ACK received 10.61 %

12 Mbps (N)ACK received 14.59 %
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Figure 4. Power distribution as measured at the wireless stations.
Slow fading component removed by appropriate filtering. Rician cdf is
approximated.

B. Measurement Scenario

In our scenario a sender may not be able to choose
a leader among its receivers according to the receiver’s
individual channel quality. This is achieved by, on average,
identical signal-to-noise ratio at all receivers, as described
in [6]. We repeat the parameters of one of those measure-
ments in table I for convenience.

Identical fading was observed on average at all stations
in our experiment. The fading distributions, as measured at
the receiving stations, show a strong similarity to a Rician5

power density with Rician K factor of 8 dB when the slow
fading component is removed6, as can be seen in figure 4.
We note that there is a tail due to the imperfect resemblance
of a Rician environment, measurement inaccuracies as well
as the limited number of measurements.

Because of the provisions made in our measurements
as described above, we assume simultaneous frame re-
ception of the ACK and NACK OFDM frames. Yet, the
different OFDM signals do not differ from each other
completely. Neither is the NACK frame specially designed
to achieve the highest jamming probability. Figure 3 depicts
the relevant parts of the 802.11 OFDM frame structures
of both frame types. This shows that during 57.14 % of
the ACK signal there is an interference with the NACK,
which appears as a random signal. Within 12µs (3 OFDM
symbols) there is no interference of the ACK frame, thus
exactly half of the BPSK data symbols contained in the

5Rician power cdf is the accumulated discrete pdf for P > −50dB
6By FIR high-pass filtering after linear interpolation



ACK (including the SIGNAL field) experience distortion.
Note that the SIGNAL field starts with the RATE indicator
subfield, which is 1101 for the 6 Mbps frame and 0101 for
the 12 Mbps frame [1].

VI. SIMULATION RESULTS

A. Validation with measurements

We perform Monte-Carlo7 simulations of the power
received at the source, by determining the random variable
Z as defined in section IV-B, and using the performed
measurements to determine X and Yi. Since a slow fading
component was part of the measurement, we do not extract
it in this simulation in order to reproduce the actual SIR
as we would have measured it at the multicast source,
if it had been possible to determine the individual SNR
of the interfering frames. Hence, the random variables X
and Yi represent a combination of fading effects and are
thus only valid for this measurement. ACK and NACK
loss rates determined during measurement, while signal-
to-interference (SIR) ratios are determined by simulation.
Considering the results in [29] and the herein chosen 50%
overlap in time of ACK and NACK (cf. figure 3) we
anticipate the capture threshold being below 0 dB SIR,
while neglecting the influence of noise (note the very high
SNR in our scenario). We deem this proposition valid due
to the fact that we have used identical hardware at all
stations and we assume that all feedback arrives at the
source at the same time8.

B. Comparison of results

In our simulation, we set the ACK reception threshold as
>-0.3 dB and denote this as the jamming failure probability.
The corresponding area under the simulated SIR pdf for
n = 3 non-leaders (as in the performed measurement) is
depicted in figure 5 as a shaded dark gray area. The area
of NACK reception is shaded light gray for < −10.3 dB.
Consequently, we observe that within an approximately
10 dB wide SIR range the collision of ACK and NACK
results in the multicast source not being able to correctly
receive and decode either an ACK or a NACK frame. For
the above chosen values, we obtain ACK and NACK loss
rates very close to what we have measured on average (cf.
table I).

C. Extrapolation of non-leaders and leader power

Figure 5 indicates that the simulation is valid and yields
results for the jamming probability with 3 non-leaders
that are very close to the actual measurements with 3
non-leaders. Hence, we can add further non-leaders to
our simulation to observe how the jamming probability is
increased. In this scenario, the ACK jamming probability
is increased from 89% for 3 non-leaders to 97% for 5
non-leaders. Note that the jamming (failure) probability
determines the residual error at non-leaders in a feedback

7We have performed 5 · 107 trials each using Matlab R2008a
8OFDM with a guard interval of 800 ns and a standardized max. SIFS

tolerance of ±900 ns
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Figure 6. Simulated jamming failure rate in our measurement environ-
ment (including slow fading) with increasing number of non-leaders and
power reduction at the leader. For comparison, i.i.d. Rician capture as
given in (1) with z = 0dB and K = 8dB is shown.

jamming protocol, hence this is a small increase assuming
that even for large groups the probability that 5 receivers
have lost a frame and thus try to jam the ACK could
be small in practice (assuming independent loss). Further-
more, for each non-leader that has already been satisfied
by a retransmission in a previous retransmission round (cf.
figure 2), the number of jammers decreases on average.

Among other possible strategies, in case power control
for the ACK frame at the leader receiver is possible, the
jamming probability can be increased by reducing the
transmit power. In our simulation, we reduce the transmit
power of the leader by e.g. 3, 6 or 8dB and observe the
result as depicted in figure 6. Note that in the comparison,
the analytical results from (1) differ from our results due
to the fact that our scenario has not been i.i.d. Rician and
we have used a limited number of (possibly inaccurate)
measurements from consumer WLAN cards. Furthermore,
the capture threshold is z = 0dB in the analysis, yet below
0 dB in our case.

The extrapolation of the measurement results indicates
that in this somewhat worst-case scenario, depending on the



power control capabilities at the (herein assumed randomly
chosen) leader, the jamming failure probability, i.e. the
capture probability of the ACK frame, and consequently
the expectable residual error rate at the non-leaders, can
be tuned within predictable limits. Assuming that a leader
selection mechanism is required in most scenarios, the
performance of this efficient multicast protocol is improved
by feedback power control at the leader. In some scenarios,
power control is required for the protocol to work.

VII. CONCLUSION

In this paper we have shown that we could reproduce
previous experimental results [29]. Furthermore, in situa-
tions where an assumed leader selection, based on path
loss, may not be able to choose a leader due to the
receivers experiencing some identical average path loss,
power control at the leader enables the jamming scheme to
work in the herein presented scenario at the above found
predictable jamming failure probabilities. We have found
jamming probabilities for unequal length, 802.11a OFDM
frame interference, where one BPSK frame (ACK) was
to be cancelled (jammed) by one or more synchronous
QPSK NACK frame(s) and deduce that in this case, the
capture threshold is −0.3 dB. Synchronicity was achieved
by ensuring, on average, approximately equal AP-receiver
distances, usage of identical consumer hardware, and the
use of an 802.11 protocol feature subject to a given timing
constraint. The jamming failure rate is the determining
element for the false positive rate and consequently the
residual error rates of the presented jamming based proto-
cols, and in this paper, we have shown one way to reduce it.
Finally, we note that the jamming based protocols’ erasure
correction performance can be even further increased by
leveraging delay-capture (e.g. by delaying the leader’s
ACK), as well as by an optimal choice of the non-leader’s
jamming frame.
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Abstract—Today’s dominant Internet transport protocol -
TCP - is known to achieve a low bandwidth utilization
on large bandwidth-delay product network paths. As such
paths become common in the Internet, TCP’s inefficiency will
be the main bottleneck in deploying high-rate, low-latency
communications services such as tele-presence, free-viewpoint
video or virtual reality. In this paper, we present PRRT -
Predictably Reliable Real-time Transport, a protocol layer that
efficiently supports these services. PRRT is based on hybrid
error correction that allows for both proactive and reactive
reliability mechanisms. Specifically, it is designed to achieve
the optimal trade-off between those mechanisms under strict
delay constraints. We describe key features of the architec-
ture: adaptive block-erasure coding and predictable reliability
achieved by statistical performance modeling. We also evaluate
PRRT’s performance on a range of high bandwidth-delay
product paths under a service-specific delay.

Keywords: Predictable Reliability, Hybrid Error Correc-
tion, IP Media Transport, High Bandwidth-Delay Product

I. INTRODUCTION

Future Internet will be the main platform for deploying
video communications services and large-scale distribu-
tion of multimedia data. According to a recent forecast
by Cisco1, video services are expected to produce more
than 90% of the Internet traffic by 2014. An increased
adoption of streaming-based content delivery and video
conferencing is only one factor driving this growth. The
other factor is the projected growth of new high-rate video
communications services. For example, Tele-presence ser-
vices augment multi-party Internet conferencing with high-
quality video rendering ( 5 Mbps per participant) [1]. Multi-
view video services create realistic renderings of remote
natural scenes: 3D-TV employs autostereoscopic displays
to visualize scene depth (e.g. 16 streams with 10 Mbps
per view [2]) and Free-Viewpoint TV uses camera arrays
to visualize the scene from arbitrary viewpoint (up to 100
streams [3]). Distributed collaboration and virtual reality
services enhance productivity, or a sense of immersion, by
visualizing the data at rates around 200 Mbps [4]. Common
to all these services is a requirement for high-speed and

1http://www.cisco.com/en/US/solutions/collateral/ns341/ns525/ns537/
ns705/ns827/white_paper_c11-481360_ns827_
Networking_Solutions_White_Paper.html

low-latency transport between the data acquisition and
rendering endpoints. As the service should be available to
all endpoints with Internet connectivity, the transport layer
must not place restrictions on their location. This includes
service deployment over long paths (large Round Trip Time,
RTT) or error-prone wireless links. We assume that such a
transport will have to be realized over a best-effort Internet
architecture without affecting net neutrality. Further, the
transport will have to use the network efficiently, since
provisioning of Internet bandwidth as a service will con-
tinue to be expensive. The resulting requirement for the
transport layer can be stated as: finding a network path
with sufficiently large bandwidth and low latency between
arbitrary endpoints and efficiently utilizing the bandwidth
available on this path. We believe that such a transport will
be essential for the feasibility of new video communications
services in the future Internet.

A. TCP’s Inefficiency on large Bandwidth-Delay Product
Paths

TCP, the dominant transport protocol for deploying video
services in today’s Internet, achieves a bandwidth-utilization
efficiency inversely proportional to the available bandwidth
(AB) and the RTT of the underlying network path. This
inefficiency is especially pronounced on network paths
that are simultaneously characterized by a large RTT and
a large available bandwidth, commonly known as Large
Bandwidth-Delay Product (large BDP) paths [5]. The reason
for TCP’s inefficiency on large BDP paths is the way
it implements two core protocol functionalities: AIMD-
based (additive increase/multiplicative decrease) congestion
control and ARQ-based (Automatic Repeat reQuest) error
control. As an illustrative example, if a 150 Mbps TCP
flow experiences a packet loss on a 120 ms path (RTT),
it will need 60 s to regain the transmission rate before the
loss, if no additional packets are lost during this period.
A 300 Mbps TCP flow on the same path will need 120 s
to recover. Likewise, the recovery period for each of the
two flows on a 240 ms path would take twice as long,
120 s and 240 s, respectively. During the recovery period,
TCP’s utilization of the available bandwidth on the path
is inefficient. This inefficiency translates to lower service

Corresponding author: Manuel Gorius, Saarland University, +496813026544, gorius@nt.uni-saarland.de



quality of a video communications service implemented
over TCP during the recovery period. The duration of a
service disruption is thus proportional to the bandwidth
of the service and the RTT of the path. Thus, it will
be most pronounced for high-bandwidth low-latency video
communications services such as those considered in this
paper.

B. Congestion Control on large BDP Paths
Solutions for the TCP inefficiency on large BDP paths
have focused on modifying the TCP’s AIMD congestion
control to acquire its share of the available bandwidth more
aggressively. By allowing the size of the congestion window
to grow proportionally to the bandwidth-delay product of
the path, the recovery period after a loss can be significantly
reduced. Some of these “high-speed TCP” algorithms are
already being implemented in modern operating systems
[6], [7]. To avoid additional losses during the aggressive
bandwidth acquisition, high-speed TCP algorithms can be
enhanced with network-support [8]. Alternatively, TCP’s
congestion control can be completely redesigned by relying
on growing packet delays as the main congestion indicator
[9].

C. Error Control on large BDP Paths
In contrast, the efficiency of TCP’s ARQ-based error control
on large BDP paths has received little attention. Most
proposed solutions assume that the path is lossless, its RTT
is constant and congestion loss is rare, only occasionally
induced when a large number of flows simultaneously
arrive in the network. In this case, a packet loss or an
increased RTT can be taken as a congestion signal, such that
the congestion control in TCP can be redesigned without
modifying its error control. However, these assumptions do
not hold in environments where a significant number of end-
points use aggressive TCP window control simultaneously2

("TCP-induced loss"). Moreover, these assumptions do not
generally hold on large BDP paths that span segments of
high-speed wireless [10] or residential broadband networks
[11]. In fact, recent measurements show that aggressive TCP
window control used with unmodified error control leads to
poor goodput in lossy 3G networks [10]. Such performance
problems will be more severe in the future as wireless mesh
networks with high loss rates (10%-50%) become common
in large BDP paths [12]. More generally, TCP’s simple
ARQ-based error control mechanisms are highly inefficient
on large BDP paths characterized by a large loss rate and
a large RTT, and such a solution is currently missing.
In this paper, we design and implement PRRT3 - Predictably
Reliable Real-time Transport, a protocol layer that effi-
ciently supports future video communications services over

2http://www.ietf.org/proceedings/10mar/slides/iccrg-10.pdf
3http://www.nt.uni-saarland.de/projects/prrt

k Np[0]

Np[0] Np[1] Np[2]

Np[1] Np[2] Np[3]

a)

b)

c)

Figure 1. Error coding architecture. We apply a type II HEC using packet-
level FEC over k data packets. The scheme comprises three modes: FEC
mode (a) with just proactive parity, a hybrid mode (b) with incremental
(reactive) parity on request and a pure incremental redundancy mode (c).
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Figure 2. AHEC Architecture

large BDP paths. PRRT’s design is based on an assumption
that these services prefer timeliness over reliability in
that they can tolerate a small amount of residual error.
Importantly, these services share the requirements for a
predictable delivery time and a high bandwidth utilization.
The core of PRRT is an Adaptive Hybrid Error Correc-
tion (AHEC) [13] approach. The flexible composition of
NACK-based ARQ (negative acknowledgment) and adap-
tive packet-level FEC (Forward Error Correction) leads to
near-optimal coding efficiency. We propose a scheme that
is controlled by analytical parameter derivation based on
a statistical channel model, which is fed with the receiver
feedback.
Section 2 provides an overview of packet-level AHEC and
proposes a derivation of optimal coding parameters. Section
3 presents PRRT performance evaluations and Section 4
concludes the paper.

II. ADAPTIVE HYBRID ERROR CODING

A. Block-Erasure Coding
PRRT implements a block-based AHEC mechanism, which
is the most efficient approach for block-erasure coding on
bidirectional packet erasure channels [14]. In this scheme,
FEC and ARQ are jointly applied, both contributing their
individual advantages. Whereas FEC brings in the indepen-
dence of RTT, ARQ’s reception feedback repairs packets
explicitly signaled as lost. The scheme can be understood



as a commonly known Type-II H-ARQ. A systematic and
optimal packet-level erasure code is applied to a block of
packets. Our analysis of AHEC performance on large BDP
paths builds upon analyses of AHEC performance over
general packet erasure channels [14].
A systematic block-erasure code generates n code symbols
out of k < n information symbols [15]. The HEC scheme
splits the n − k parity packets of the systematic code into
portions of size Np[w], each to be transmitted in transmis-
sion cycle w (Figure 1). The coding scheme is determined
explicitly by the FEC information length k and the parity
distribution vector

−→
Np. Let

−→
Np = (Np[0], Np[1], ..., Np[r])

be a vector defining the portions of parity for r + 1 cycles,
where �Np[0] refers to the initial transmission immediately
after the k data packets. The portions for 1 ≤ w ≤ r are sent
upon receiving a negative acknowledgment (NACK) from
the receiver, indicating that additional parity is required to
recover lost data packets. The properties of optimal erasure
codes ensure the recovery of all data packets as soon as
arbitrary k packets from the same block are available at the
receiver.

B. Adaptive HEC Workflow
The workflow of the AHEC includes the following steps
(Figure 2):
Encoding and Sending: The sender applies packet-level
erasure coding including virtual interleaving to the packets
generated by a real-time data source. Packets are arranged
in columns whereas the code is applied in rows such that
each codeword contains exactly one byte from each packet.
Packets are inserted into the interleaver and sent to the
network medium immediately. The sender has to maintain
a packet cache for the retransmissions. The size of the
cache corresponds to the target delay constraint set by the
application. After encoding, Np[0] parity packets are sent
in advance.
Erasure Detection and Feedback: Packet erasures are
detected at the sink via sequence number gap detection.
In case redundancy packets are already available at the
receiver, it performs a decoding trial. If the amount of
parity packets is not sufficient to recover the block, a NACK
packet is sent identifying the missing packets by sequence
number.
Feedback Interpretation: The sender extracts channel state
information, such as average packet loss rate (PLR) and
round trip delay (RTT) from the receiver feedback. Those
values are essential to adapt the AHEC to variable network
conditions and compute the optimal coding parameters.
Retransmission and Repetition: In case the block length
is set to k = 1, the sender answers the NACK with
original data packets, i. e. it applies a simple repetition code.
Otherwise parity packets are sent according to the current
coding parameters k and

−→
Np. Steps 1 to 4 are repeated up

to r = dim(
−→
Np)− 1 times within the delay constraint.

C. AHEC Performance Model

PRRT adapts to temporally varying channel conditions,
which is achieved by analytical parameterization. Intu-
itively, PRRT determines the optimal distribution of the
available target delay budget among FEC and ARQ, i. e.
finding a trade-off between the number of retransmission
rounds r = dim(

−→
Np) − 1 and the coding block length

k. An AHEC coding parameter set (k,
−→
Np) is optimized

by iterative adjustment between k and r while finding
the optimal distribution of the parity among the available
cycles. The problem is formulated based on a statistical
performance model under transient channel characteristics
such as the packet erasure rate Pe as well as the Round
Trip Time RTT . For completenes, we present a simplified
performance model and refer the reader to [13] for more
details.
End-to-end Delay Model: A real-time streaming appli-
cation requires a packet to be delivered within a strict
time constraint of Dtarget. Block size k and the number
of transmission cycles r are adjusted under Dtarget with
respect to the real-time stream’s average packet interval
Ts and the measured RTT . A delay margin Dresp is
being subtracted for each transmission event in order to
compensate for the aggregated response delay of both end
hosts. For a chosen r and including the initial transmission
delay we obtain a maximum block length of

k(r) =

�
Dtarget −Dresp −

�
1
2 + r

�
(RTT + Dresp)

Ts

�

(1)
Residual Loss Model: In order to estimate the residual
erasure rate of a C(n, k) erasure block code over a channel
with erasure rate Pe and correlation coefficient ρ for subse-
quent state transitions, Tan [13] applies sequence analysis
on the Gilbert-Elliot [16] model representing a two-state
Markov chain. In general, any channel model returning the
probability mass function Pm(e, n) for e packet erasures
in a sequence of length n is applicable. We choose the
binomial distribution and therefore model an i.i.d erasure
channel, which is equivalent to the Gilbert-Elliot model with
zero correlation coefficient:

Pm(e, n) =
�n

e

�
P e

e (1− Pe)n−e

Given the above loss distribution, the residual loss rate of a
C(n, k) optimal erasure code corresponds to the expected
number of unrecovered data packets per block divided by
k. Due to the systematic code, we just need to count the
lost data packets in those cases where the n − k parity
packets are not sufficient for decoding, i. e. the receiver
gathered less than k arbitrary packets. Pd(n, k, i, j) denotes
the probability that j erasures in the block of length n affect
i among the k data packets:



Pd(n, k, i, j) =

�k
i

��n−k
j−i

�
�n

j

�

Pres =
1
k

k�

i=1

n−k+i�

j=max(n−k+1,i)

i · Pd(n, k, i, j) · Pm(j, n)

The code word length n has to be chosen sufficiently large
such that the residual erasure rate is smaller than the PLR
constraint Ptarget.
Redundancy Information: We express redundancy infor-
mation as a fraction of the source data rate. Therefore,
the stream rate after transport layer coding results in
sourcerate × (1 + RI) without consideration of packet
headers. The redundancy information on the channel de-
pends on the distribution of the parity packets among the
r transmission cycles. In cycle 1 ≤ w ≤ r the sender
has sent −→n [w] = k +

�w
s=0

−→
Np[s] packets. The parity for

cycle w is triggered by the receiver’s notification about
insufficient parity after the previous cycle, i. e. when there
was a decoding failure in the previous cycle w − 1. Let
Rw be a random variable indicating the number of packets
aggregated at the receiver after cycle w, which is less than
k with probability:

Pr(Rw < k) =

−→n [w]�

j=−→n [w]−k+1

Pm(j,−→n [w])

Since
−→
Np[1] parity packets are sent without receiver request,

the total redundancy information can be expressed as fol-
lows:

RI =
1
k

�
−→
Np[0] +

r�

w=1

Pr(Rw−1 < k) · −→Np[w]

�
(2)

III. PRRT PERFORMANCE EVALUATION

We simulate PRRT’s performance for a high data rate
real-time video communications service over a large BDP
network. We assume video streams are generated at a
source rate of 10 to 30 Mbps. Our performance metric
is the redundancy information RI, which characterizes the
efficiency of the protocol under strict delay and reliability
constraints.
All results presented in the following rely on an application
time constraint of 300 ms, i. e. any packet that exceeds this
delay until arriving at the sink is considered lost. A response
time of Dresp = 20ms is allocated for each transmission
event (original as well as retransmissions). The reliability
requirement has been set to a residual packet loss rate of
less than 10−6.
We evaluate the impact of RTT and the source data rate on
PRRT’s performance. Whereas the amount of redundancy is

Table I
PRRT CONFIGURATIONS FOR THE DELIVERY OF A 20Mbit/s

REAL-TIME STREAM WITH PACKET LENGTH 1316 byte
(Dtarget = 300 ms).

RTT Pe k �Np RIres

25 0.01 1 [0, 1, 1, 1, 1, 1] 0.0101
25 0.1 1 [0, 1, 1, 1, 1, 6] 0.1112
50 0.01 1 [0, 1, 1, 3] 0.0101
50 0.1 1 [0, 1, 1, 8] 0.1180
75 0.01 1 [0, 1, 4] 0.0104
75 0.1 96 [9, 10, 20] 0.1596

100 0.01 133 [3, 10] 0.0262
100 0.1 133 [20, 27] 0.1676
125 0.01 133 [3, 10] 0.0262
125 0.1 133 [20, 27] 0.1676
150 0.01 64 [2, 8] 0.0350
150 0.1 64 [11, 21] 0.1944

derived from the packet loss rate, RTT is a crucial network
parameter to determine the number of parity cycles.

A. Impact of RTT

Table I shows optimal parameter sets for a 20 Mbps source
rate. We see that pure packet repetition (k = 1) is optimal
for small RTTs of up to 100 ms at low packet erasure rates
and for RTTs of up to 75 ms at high packet loss rates. At
high packet loss rates, FEC is preferred over packet repeti-
tion, which leads to a visible discontinuity in the parameter
settings as well as in the amount of required redundancy
(RTT = 75ms, Pe = 0.1 and RTT = 100ms, Pe = 0.01
in Figure 3). This discontinuity can be explained as follows.
In case of low RTT, the parity packets are sent reactively
upon reception of a NACK ( �Np[0]=0). Low RTT values
reduce the amount of redundancy significantly since more
parity packets can be shifted to later transmission cy-
cles, which occur with exponentially decreasing probability
(Equation 2).
Under larger RTT the time budget available for further
parity transmissions is reduced. This is captured in the
lower number of possible transmission cycles r according
to Equation 1. PRRT compensates this by sending parity
proactively ( �Np[0] > 0). Proactive parity transmissions
in turn increase the redundancy information (Equation 2).
In order to minimize the redundancy, PRRT increases the
coding block length k. In this way it achieves optimal
performance in the RTT range of 75 ms to 125 ms. At RTTs
larger than 125 ms, a single transmission cycle requires at
least 145 ms (Equation 1), which limits the block size to
k = 64. This results in a significantly higher amount of
redundancy as evidenced by large RI values in Figure 3.
Our results show that the optimal transmission under fixed
delay is strongly RTT dependent. A pure retransmission-
based scheme such as the one implemented by TCP is
insufficient to optimally cover the entire range of RTTs in
large BDP networks. The proposed PRRT protocol makes
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Figure 3. Redundancy profile under variable RTT (Dtarget = 300 ms)

an optimal decision between sending parity packets proac-
tively and reactively. As a result, it achieves near-optimal
performance in a wider range of RTTs under a fixed delay
constraint.

B. Impact of Source Data Rate
Figure 4 shows the amount of redundancy information for
a fixed RTT of 100 ms and a source coding rate ranging
from 10 to 30 Mbps. We see that the required redundancy
information is inversely proportional to the source data rate.
This is because larger source data rates allow for longer
coding blocks due to their shorter packet interval. In turn,
this leads to better “amortization” of parity packets in the
AHEC.
This is an important result showing that the efficiency of
block-erasure coding (packet-level FEC) increases as the
source data rate increases. In other words, the benefit of
AHEC implemented in the transport layer will be most
visible for high data rate video transmissions over large
BDP paths. A pure retransmission-based protocol such as
TCP will not benefit from this, which limits its performance
on large BDP paths. In contrast, PRRT’s adaptive use of
packet-level FEC and retransmissions achieves near-optimal
performance under a fixed delay constraint.

IV. DISCUSSION AND FUTURE WORK

The presented PRRT protocol makes an optimal decision
between sending parity packets proactively and reactively.
This feature enables it to perform near-optimally under
large delay as well as large data rates. We show that
both situations prefer the usage of adaptive hybrid error
correction in presence of strict delay constraints. Proactive
redundancy can compensate for a reduced number of trans-
mission cycles under large RTTs. Similarly, block-erasure
coding benefits from higher efficiency as the source data
rate increases.
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Figure 4. Redundancy profile under variable source data rate (Dtarget =
300 ms)

We consider two avenues for future work.
Segment-individual optimization. Based on an observation
that a large BDP path consists of links or segments with
highly heterogeneous characteristics (packet loss and delay),
we are investigating an optimized transmission architecture
that explicitly separates packet-loss domains (e.g. wired,
wireless). With this separation, network segments inducing
a high packet loss do not burden a possibly error-free seg-
ment with the overhead introduced for packet loss recovery.
The analytical optimization of the AHEC coding scheme
for separate packet-loss domains was already proposed by
Karl [17] and it was shown to increase the transmission
performance. For example, when operating in the decode
and forward mode, network nodes supporting the AHEC
can apply an optimized error protection for successive path
segments.
Integration of fair and efficient congestion control. The
analytical parametrisation of PRRT is a valuable basis
for including a congestion control mechanism optimized
for large BDP paths. Currently we are evaluating a joint
optimization of PRRT and existing proposals for congestion
control for large BDP paths (FastTCP [9]) and those for
multimedia flows (TFRC [18]).
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Abstract: 1In the immediate future video distribution 
applications will increase their diffusion thanks to the 
ever-increasing user capabilities and improvements in 
the Internet access speed and performance. The target 
of this paper is to propose a content delivery system 
for real-time streaming services based on a peer-to-
peer approach that exploits multicast overlay 
organization of the peers to address the challenges due 
to bandwidth heterogeneity. To improve reliability 
and flexibility, video is coded using a scalable multiple 
description approach that allows delivery of sub-
streams over multiple trees and allows rate adaptation 
along the trees as the available bandwidth changes. 
Moreover, we have deployed a new algorithm for tree-
based topology management of the overlay network. 
In fact, tree based overlay networks better perform in 
terms of end-to-end delay and ordered delivery of 
video flow packets with respect to mesh based ones. 
We also show with a case study that the proposed 
system works better than similar systems using only 
either multicast or multiple trees. 
 
Keywords: Video-Transmission, Real-Time, P2P, MDC, 
QoS 

1 INTRODUCTION 
Network based video distribution is becoming 
increasingly popular as it allows a more personalized 
service to the user. As the number of possible applications 
cover a wide range of requirements, so different network 
structures can be envisaged. On one side we have large 
IPTV and video on demand providers which base their 
infrastructure on either multicast at the IP level [6, 7] or 
content distribution networks (CDN) [5] motivated the 
choice of many servers/proxies to be located as close as 
possible to the users to reduce bandwidth usage and 
latency. On the opposite side we have more dynamic 
environments that offer a flexible approach based on the 
peer-to-peer (p2p) concept [9]. Video streaming systems 
based on the p2p concept have already achieved a number 
                                                
1 This work was partially supported by the Italian MIUR PRIN projects ``Profiles'' 
and ``Sorpasso''. Moreover, the work leading to this invention has benefited from a 
fellowship of the Seventh Framework Programme of the European Community [7  
PQ/2007-2013] regarding the Grant Agreement n. PIRG03-GA-2008-231021 

of large-scale deployments, accommodating tens of 
thousands of simultaneous users [8]. 
Several works have been devoted to develop strategies 
aimed at creating and managing the overlay p2p network 
topology and organizing it as a tree, a forest, or a mesh A 
good comparison between these different approaches can 
be found in [4], where it is shown that mesh structures are 
more efficient in terms of bandwidth utilization, load 
balancing and network stability, while tree and forest 
structures better perform in terms of end-to-end delay and 
ordered delivery of video packets flow. 
Some authors  [1, 2, 3] have pointed out that some 
applications such as videoconference, tele-teaching, 
remote training, and cooperative work, may particularly 
benefit from a p2p approach as they typically involve 
multipoint real-time video communications between a 
limited number of participants. In these unstructured but 
interactive environments, peer churn is usually reduced 
and tight timing constraints make buffering often 
unrealizable thus exposing the actual quality to the effect 
of bandwidth fluctuations. 
In multiple description coding (MDC), the encoded video 
is divided in different substreams, all individually 
decodable, each at a lower quality than the original. These 
substreams may be routed to each peer through 
independent paths along different trees. If all the 
descriptions are received, then the single coded video 
stream can be decoded with the maximum quality. This 
approach is very attractive since it is possible to exploit 
the inherent protection provided by path diversity among 
the different descriptions. Thanks to these properties, 
MDC has been integrated for example in CoopNet [14] 
and SplitStream [2]. 
With all this in mind, the target of this paper is to define a 
platform for multipoint real-time video distribution in the 
current Internet and to show the improved resilience and 
flexibility of the scalable multiple descriptions combined 
with a topology management algorithm. We consider a 
stable network topology and focus on bandwidth 
oscillations of the links in the underlying network, 
exploiting scalable multiple description in conjunction to 
hierarchical video streaming and a proper topology 



 

management algorithm. This is an important problem that 
has received no attention in the previous literature. 
Likewise most of the systems currently used for our target 
applications, we use a centralized control realized with a 
node, in the following indicated to as the Topology 
Manager, in charge to authenticate users properly 
construct the distribution tree so as to avoid bottlenecks 
and coordinate the session. The Topology Manager will 
also be in charge to determine the best video coding 
parameters to match actual network conditions. 
More in detail, this paper is organized as follows. Section 
2 introduces the scalable multiple description coding and 
the MDC algorithm we have used. Section 3 gives an 
overall view of the proposed platform. Finally, Section 4 
shows the performance of the proposed system evaluated 
in the considered case study, analyzing the perceived 
quality in terms of PSNR of the video sequence received 
at destination. Finally, Section 5 ends the paper with some 
ideas on possible future works. 

2 RELATED WORK 
In this section we present some background about 
multiple description coding and the multiple description 
coding (MDC) algorithm used in this paper. 
The concept of multiple description coding goes back to 
the end of the 1970s with theoretical works [21] on 
transmission over parallel channels. The idea was then 
applied in various ways to voice coding and later to video 
as is well reported in [13] and  [22]. The basic concept of 
MDC is to generate independent decodable substreams 
(the  descriptions) from the same data stream so that each 
of them has a lower quality, but their combination allows 
recovery of the original stream quality. Ideally this 
process should be performed without loosing bandwidth 
efficiency. Practically speaking, we need to take into 
accounts that each description adds redundancy and 
reduces coding efficiency [26]. Furthermore it is possible 
to show (see [23]), that the most evident advantage is 
obtained going from a single description to two 
descriptions, while a further increase in the number of 
descriptions provides decreasing marginal gains. 
The main drawback of the MDC schemes is that they 
solely aim at increasing robustness by exploiting link 
diversity, without addressing other important transmission 
challenges, such as bandwidth variations or device 
heterogeneity. A solution for the last two problems is 
obtained by using some sort of scalability that, on the 
contrary, lacks of robustness. The complementarily of the 
two approaches has been exploited to implement Multiple 
Description Scalable Coding (MDSC) techniques ([17], 
[18]). A new type of MDSC in which multiple 
descriptions are obtained via spatial or temporal 
algorithms as well as SNR algorithms is introduced by 
several authors using wavelet-based coding (see for 
example [19]). These methods, based on the wavelet 
transform, generate scalable multiple descriptions using 
an SNR algorithm applied at a temporal, spatial or hybrid 
temporal/spatial algorithm but are not compliant with the 
standard H.264 coder as it does not implement wavelets. 

On the contrary, a simple PSS-MD can be implemented 
on top of almost all the coders. In order to develop a 
system as much compliant as possible with standard 
codecs, the algorithm named  Inter Layer Prediction 
Spatial - Multiple Description Scalable Coding (ILPS-
MDSC) was introduced in  [15], [16]. This algorithm 
leads to scalable multiple descriptions using a pre- and 
post-processing scheme based on spatial subsampling, 
and exploits some of the features provided by scalable 
extension of the H.264 coder [20]. 
As details of the algorithm may be obtained from  [15], 
[16], here we limit description to summarize its main 
characteristics. 
The first step is to apply a polyphase spatial subsampling 
pattern to the incoming frames. The reader may note that 
different subsampling patterns could be possible and an 
arbitrary number   of descriptions could be generated, at 
the cost of additional complexity and reduced coding 
efficiency. In this paper we refer to the simplest one, with 
a decimation of two along rows and columns that 
produces four different sub-frames. 
These four subsequences are highly correlated and, 
consequently, highly redundant. This correlation is the 
key factor to exploit MDC as a reliable tool to protect 
information against losses. Nonetheless we may think to 
preserve only part of this redundancy while introducing 
scalability, exploiting some prediction mechanism. 
In our approach, MDSC is achieved reducing the number 
of descriptions by grouping two subsequences to form a 
single description. Scalability within each description is 
obtained by assigning the two subsequences of each 
description, respectively, one to the base layer and the 
other to the enhancement layer of the scalable coder. and 
then exploiting the inter-layer prediction to eliminate 
redundancy. As detailed in  [16] this approach allows to 
strongly reduce the extra bitrate introduced by the MDC 
approach. At the end, we obtain two coarse grain scalable 
(CGS) descriptions which are then transmitted. 
If some information is lost, the missing pixels are 
reconstructed using the interpolation from the nearest 
pixels depending on what has been actually lost: a base 
layer, both base layers, a whole description, remembering 
that each substream (either base or enhancement) has 
been obtained from the subsampling of the original 
sequence. 

3 SYSTEM DESCRIPTION 
The target of this section is to describe the system we 
propose in this paper. It is an adaptive live video 
broadcast platform, where a video source distributes a 
video stream to a number of clients in a multipoint 
fashion. In this general description, we assume that video 
is encoded with an H.264 multiple description encoder 
with M descriptions. Each description consists of a base 
layer and an enhancement layer. 
Multipoint communication is achieved by applying a p2p 
approach, configuring a multiple tree-structured overlay 
network. Clients are organized in M trees, one for each 
description. The root of each tree is the source, and 
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